We’ve spent a fair bit of time thinking about this issue using the data linked in an comment above (<a href="http://www.eigenfactor.org/gender">www.eigenfactor.org/gender</a>). My feeling is that a large majority of the gender homophily that you are observing comes from differences in gender composition of fields/subfields/etc. that many have mentioned, and from cohort effects like Daniel mentions. 

How does one establish this? To start with, we need a way of measuring the degree of gender homophily or heterophily in any field. I’m convinced that the right way to do this is using the coefficient of homophily, defined as follows. Let p be the probability that a randomly chosen co-author of a randomly chosen man author is also a man and q be the probability that a randomly chosen co-author of a randomly chosen woman author is a man. The coefficient of homophily alpha is the difference between these two quantities: alpha=p-q

It turns out that alpha has some nice properties. First, it is equal to the Pearson correlation coefficient between the genders of authors on a paper. Second, for two-author papers it is equal to Sewell Wright’s correlation coefficient F, if we think of a paper as an individual and an author as a locus. All of this is written up formally in <a href="http://eigenfactor.org/gender/assortativity/measuring_homophily.pdf">a short note that I just posted.</a>

Continuing that population genetics metaphor a little bit, the stratification by gender into fields, subfields, etc. generates a <a href="https://en.wikipedia.org/wiki/Wahlund_effect"Wahlund effect</a>, namely, an apparent shortage of heterozygotes or mixed-gender author pairs. What we would like to know is to what degree authors in the same small subfield assort by gender, and to what degree the apparent homophily is due to differences in the gender composition of fields. This is equivalent, in our population genetics metaphor, to decomposing the coefficient of inbreeding into its components, <a href="https://en.wikipedia.org/wiki/F-statistics">Wright’s F_IS and F_ST</a>. 

To do this, of course you need to be able to assign papers to disciplines, fields, subfields, etc. We did this on the JSTOR corpus using the hierarchical map equation; that provides the hierarchy of fields that you see at <a href="http://www.eigenfactor.org/gender">our website</a>. If gender homophily is mostly due to differences in gender composition across disciplines, we would expect lower coefficients of homophily in small subfields. The graph <a href="http://www.eigenfactor.org/gender/assortativity/coefficient_of_homophily.png">linked here</a> (I don’t think I can post it in-line) shows our results. Indeed, small subfields have low homophily (they actually appear to demonstrate heterophily) whereas large fields have high homophily. 

Looks good, right? Unfortunately it’s not so easy, because even under random mixing of authors the test statistic alpha is not independent of the size of the field. The problem is essentially that authors don’t get to co-author with themselves. Consider a tiny field with four authors, two men and two women, and one paper in each of the six two-author combinations. Now if you pick a man author at random, you are twice likely to pick the man in one of the four man-woman papers as you are to pick a man in the man-man paper. Therefore p=1/3. But if pick a randomly chosen woman, again you’re more likely to pick a man-woman combination than the one woman-woman combination, and q=2/3. As a result, alpha=-1/3 even though the authorships seem to be distributed without gender bias. 

Because of this, it’s very hard to know how much of the pattern in our figure comes from this size-sensitivity of the test statistic and how much comes from the fact that we are filtering out the effects of different gender compositions across fields as we move toward small subfield sizes. (There are other problems with this graph as well, not the least of which is that the data points are not independent since the big fields are composites of the smaller subfields). 

And that’s more or less where we stand with the problem. We’re now working with colleagues at UW on a statistical approach to distinguishing between deliberate assortment by gender within a subfield and structural assortment due to differences in gender across subfields, but this turns out to be really tricky. Hopefully we’ll get that to work shortly, and I’m happy to share as soon as we do. 

